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turn these bio-devices enable biologists to set up more experiments and accumulate
more data. This life cycle between technological innovation and data accumulation is
encouraged by high impact journals in biology, which tend to give more credit to tech-
nological breakthroughs than (disputable) progress in understanding the ways of the
cell.

1.2. Reductionism and Systems biology
“Big mechanisms are large, explanatory models of complicated systems in which
interactions have important causal effects. The collection of big data is increas-
ingly automated, but the creation of big mechanisms remains a human endeavor
made increasingly difficult by the fragmentation and distribution of knowledge.
To the extent that the construction of big mechanisms can be automated, it could
change how science is done”. Paul Cohen, DARPA 2014.

The above citation is excerpt from a presentation of DARPA’s “Big Mechanism” project
that was launched in 2014 aimed at the production of mechanistic models of the cell,
grounded on big data [You 2015]. This $45M project was based on a reductionist ap-
proach to better understand cell regulation. The plan was to collate protein-protein
interaction data from biological papers using automated deep reading techniques, and
integrate the extracted nuggets of biological information into large executable models.
What are these “facts”, the collection of which is big data, and that attracts so much
attention from the molecular biologists? For a large part, they are protein-protein and
protein-DNA/RNA interactions. For the reader of this column, proteins can be viewed
as agents with internal states, able to bind to each other and induce state change in so
doing (see Figure 2).
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Fig. 2. Two proteins A and B able to assemble into a protein complex (a heterodimer in biological terms).
Yellow triangles denote kinase domains (a domain is a sub-part of a protein) able to catalyze phosphoryla-
tion, the attachment of a phosphoryl group to an amino acid residue such as serine (Ser). A protein bearing
a kinase domain is called a (protein) kinase, so both A and B are kinases. We say that B is active, meaning
that its kinase domain is accessible to its environment; A is inactive in both the left and middle state. The
phosphorylation of A by B “activates” A: its kinase domain becomes accessible after a conformation change
of the protein enabled by phosphorylation. Another consequence of the conformation change is that B is no
longer able to bind to A, although B is still active and may phosphorylate other proteins.

Importantly the stability or mere feasibility of a protein complex is conditioned by
the structural conformation of its constituents, which in turn may depend on their
internal states. For instance the protein Cellular tumor antigen p53 (p53 for short)
has 23 amino-acid residues that can undergo chemical modifications, called post-
transcriptional modifications (PTMs). This entails that p53 has about 223 possible in-
ternal states (some of its residues have actually several possible modifications). In the
example of Figure 2, protein A has two internal states defined by its serine residue
being phosphorylated or not. Protein A also has two structural conformations, inactive
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The language of molecular biologists

Activation of Raf proteins

levels. We have argued above that mutation of Y341 to
phenylalanine is unlikely to disrupt the Raf-1 structure
and similar considerations hold for the substitutions at
S338. Raf-1 was able to tolerate a serine for alanine
substitution at position 339 and substitution of S338 with
aspartic acid residues leads to Raf-1 forms with elevated
basal kinase activity that can still be activated by Ras (our
unpublished data; Diaz et al., 1997). These data argue
against the S338 and Y341 substitutions causing gross
structural changes in the Raf-1 protein. Thus we conclude
that phosphorylation of both S338 and Y341 are required
for activation of Raf-1 by all the stimuli we have examined.
Since phosphorylation of both S338 and Y341 is required
for Raf-1 activation, we propose that they cooperate to
give Raf-1 activation. The levels of kinase activity will
therefore depend on the proportion of Raf-1 molecules
that are phosphorylated at both sites. We suggest that for
activators such as Ras, Y341 phosphorylation is the
limiting step to activation, while for activators such as
Src, S338 phosphorylation is the limiting step (see
Figure 7). Only in the presence of both Ras-GTP and
activated Src will a high proportion of Raf-1 molecules
be phosphorylated at both S338 and Y341 (Figure 7).
This may explain why Ras and Src synergize to activate
Raf-1 (Williams et al., 1992; Fabian et al., 1993, 1994;
Marais et al., 1995). Ras activates the S338 kinase and
recruits Raf-1 to the plasma membrane to permit its
phosphorylation at S338 and Y341. In previous work we
have shown that the activation of A-Raf by Ras and Src
resembles the pattern seen with Raf-1 rather than B-Raf
(Marais et al., 1997). Preliminary studies suggest that
A-Raf activity is regulated by phosphorylation in a similar
manner to Raf-1 (C.S.Mason and R.Marais, unpublished
data).

Since both S338 and Y341 phosphorylations are
required for activation of Raf-1, it is interesting to consider
how B-Raf is activated. Unlike Raf-1, B-Raf does not
require tyrosine phosphorylation for activation, and does
not have tyrosines at the positions equivalent to Y340/
341 of Raf-1; in B-Raf, aspartates occupy these positions
(D447 and D448; Figure 6A). These acidic residues seem
to regulate some aspect of B-Raf activity since replacing
them with phenylalanine or alanine reduces B-Raf activa-
tion by Ras (Figure 6; Marais et al., 1997). S445 in B-Raf
is equivalent to S338 in Raf-1 and we have shown S445
to be phosphorylated. However, unlike Raf-1, phosphoryl-
ation at S445 in B-Raf is constitutive and if stimulated
by Ras, the effect is small. Furthermore, whereas mutation
of S338 of Raf-1 to alanine destroys its ability to be
activated, mutation of S445 in B-Raf still permits a degree
of activation. The striking effect of the S445 and D447/
448 substitutions in B-Raf is the reduction they cause in
basal kinase activity (Figure 6), which is normally 15–20
times higher than that of an equivalent amount of Raf-1
(Marais et al., 1997). Thus phosphorylation at S445 and
the aspartic acids at positions 447/448 are responsible
for the high basal kinase activity of B-Raf. However,
phosphorylation at S445 is required for maximal B-Raf
activity since the activity of B-Raf will be determined
both by basal kinase activity and stimulation by Ras.

These studies identify similarities and differences
between the regulation of Raf-1 and that of B-Raf.
Maximal activation of both kinases requires negative
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charges in a region at the N-terminus of the catalytic CR3
domain. This region is located 15–18 amino acids before
the start of the glycine-rich nucleotide binding P-loop
(Hanks subdomain I; Hanks et al., 1988). We call this the
Negative-charge regulatory region or N-region. Our studies
show that in Raf-1, these negative charges are provided
by Ras dependent phosphorylation at S338 and Y341,
while in B-Raf negative charges are provided by aspartic
acid residues at D447/448 and constitutive, Ras-independ-
ent, S445 phosphorylation. At least one other kinase is
regulated by phosphorylation within a similar region. In
the TGF-! type I receptor (TGF!R-I), the GS motif is
located immediately N-terminal to the kinase domain and
its phosphorylation by TGF!R-II is required for activation
of the TGF!R-I kinase domain (Franzen et al., 1995;
Wieser et al., 1995). As in Raf-1, when serine residues in
the GS motif are mutated to aspartic acid to mimic
phosphorylation, the receptor has elevated kinase activity
(Wieser et al., 1995). Thus, Raf-1/B-Raf and TGF!R-I
are regulated by phosphorylation within the same region,
but how do these phosphorylation events regulate kinase
activity? A clue to this may come from an intriguing
conservation of sequence between B-Raf and the non-
receptor tyrosine kinase Src.

Structural studies with Src kinase family members have
shown that in inactive Src, residue Y527 is phosphorylated
and so forms an intramolecular interaction with its own
SH2 domain (Sicheri et al., 1997; Williams et al., 1997;
Xu et al., 1997). This allows the SH3 domain to interact
with proline residues within the SH2-kinase linker. Trypto-
phan 260 (W260) of Src is located at the C-terminal end
of the SH2-kinase linker and interacts directly with the
C"-helix which is located within the small lobe of the
kinase domain (Gonfloni et al., 1997). These interactions
keep Src in a ‘closed conformation’, constraining the C"-
helix so that the glutamate at position 310 (E310) is
unable to coordinate with the lysine at position 295 (K295).
Residues equivalent to E310 and K295 are conserved in
all kinases and their correct alignment is required for the
phosphotransfer reaction. For inactive Src to become
active, this requires realignment of the C"-helix, which
involves displacement of the SH3 domain and is favoured
by phosphorylation of Y416 and dephosphorylation of
Y527 (Gonfloni et al., 1997; Moarefi et al., 1997; Sun
et al., 1998). Together with the aid of phosphorylation at
Y416, the C"-helix is repositioned to give a productive
interaction between E310 and K295.

When their primary amino acid sequences are aligned,
the SH2-kinase linker region of Src and the GS motif of
TGF!R-I are located in precisely the same position,
relative to the kinase domain, as the N-regions in the Raf
proteins (see Hesketh, 1994). Recently, the solution of
the crystal structure of the TGF!R-1 has revealed that
phosphorylation of the GS region is likely to affect the
position of the C"-helix (Huse et al., 1999). Furthermore,
there is considerable sequence identity between B-Raf
and Src within this region and importantly, the position
equivalent to W260 of Src is conserved in the Raf proteins
(see Figure 6A). We therefore propose that the N-regions
of the Raf kinases fulfill a similar function to the SH2-
kinase linker region of Src. In our model, negative charges
in the N-region of Raf-1/B-Raf favour the reorientation
of their C"-helices to permit productive interaction

C.S.Mason et al.

between the Raf equivalents of Src residues E310 and
K295 (E393 and K375 of Raf-1). Thus in inactive Raf-1,
when S338 and Y341 are not phosphorylated, the region
undergoes alternative interactions that favour the inactive
state of the catalytic domain. In B-Raf, however, the
negative charges provided by the aspartic acids and
constitutive phosphorylation of S445 favour a more pro-
ductive orientation of the C!-helix. This may account for
the high basal activity of B-Raf.

Although phosphorylation of S338 and Y341 in the
N-region of Raf-1 is Ras dependent, Ras has at least one
other role in Raf-1 activation. When S338 and Y341 are
replaced with aspartic acid residues to mimic phos-
phorylation Ras still activates the substituted kinase
(C.S.Mason and R.Marais, unpublished data). In effect
these aspartic acid substitutions in Raf-1 mimic the
situation in B-Raf and like B-Raf, Raf-1 with aspartic
acid residues substituted for S338 or Y341 has high basal
kinase activity (Marais et al., 1995; Diaz et al., 1997).
Thus we propose that negative charge in the N-region has
a permissive role to provide the correct alignment of
residues within the kinase domain so that when Raf-1
interacts with Ras-GTP, the kinase can be activated. It is
not clear how the interaction with Ras elevates Raf-1
activity; it may depend on membrane recruitment since
Ras has only a small effect on the activation of membrane-
bound RafCAAX (Marais et al., 1995). This membrane-
associated event may be phosphorylation independent as
postulated by Stokoe and McCormick and involve lipid
interactions with Raf, possibly within the cysteine-rich
domain, or within the catalytic domain (Ghosh et al.,
1994; Mott et al., 1996; Stokoe and McCormick, 1997).

Materials and methods
Cell culture and Raf assays
The expression vectors for mRaf-1, mB-Raf, oncogenic Ras [Ha-
Ras(G12R)] and activated Src [Src(Y527F)] have been described (Marais
et al., 1997). Alanine and phenylalanine substituted expression constructs
were generated by using the PCR with appropriate primers (Ho et al.,
1989); all mutants were verified by BigDye™ Terminator Cycle Sequen-
cing on an ABI Prism™ 377 DNA sequencer (PE Applied Biosystems).
COS cells were maintained and transfected with lipofectAMINE™ (Life
Technologies Inc) as described (Marais et al., 1997). Cell extractions
were as described (Marais et al., 1997). mRaf-1 was immunoprecipitated
with the 9E10 monoclonal antibody (Evan et al., 1985); endogenous Raf-1
was immunoprecipitated with a Raf-1 monoclonal antibody (#R19120,
Transduction Laboratories); mB-Raf or endogenous B-Raf was immuno-
precipitated with either 9E10, or a rabbit polyclonal antibody specific
for a unique peptide from B-Raf (K.Maycroft and R.Marais, unpublished).
Raf kinase assays were performed by immunoprecipitation kinase cascade
assay using Gst–Mek, Gst–ERK and myelin basic protein together with
["-32P]ATP as sequential substrates as described (Marais et al., 1997).
For phosphoamino acid analysis, transfected cells were metabolically
labelled with [32P]orthophosphate and the 32P-labelled mRaf-1 proteins
were analysed as described previously (Marais et al., 1995).

Peptides and antibodies
Peptides were synthesized on an ABI 433A batch peptide synthesizer
(Applied Biosystems Inc) using solid phase methodology on p-alkoxyben-
zyl alcohol resin using fluorenylmethoxycarbonyl (FMOC)-based proto-
cols, according to the manufacturer’s instructions. Phosphorylated amino
acid precursors (Bachem, Switzerland) were incorporated at the appro-
priate positions during synthesis. The peptides were analysed by elec-
trospray mass spectrometry (TSQ 700 Triple sector quadropole system
fitted with an electrospray ion source, Finnigan Mat, USA) and by
matrix assisted laser desorption ionization mass spectrophotometry on a
Finnigan LAZERMAT 2000 (Finnigan Mat, UK). The amino acid
compositions and peptide concentrations were verified by amino acid
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analysis on a 420A Amino Acid Derivatizer (PE-Applied Biosystems).
The sequences of the peptides used are (single amino acid code where
Y* and S* are phosphorylated tyrosine and serine, respectively):
un-phos: GQRDSSYYWEIEAS
Y341*: GQRDSSYY*WEIEAS
Y340*: GQRDSSY*YWEIEAS
Y341*/W342A: GQRDSSYY*AEIEAS
Y341*/E343A: GQRDSSYY*WAIEAS
Y341*/I344A: GQRDSSYY*WEAEAS
S338*/Y341* GQRDS*SYY*WEIEAS
S338*: GQRDS*SYYWEIEAS
S339*: GQRDSS*YYWEIEAS
S338*/Y341A: GQRDS*SYAWEIEAS.
Peptides Y341* and S338*/Y341* were coupled to keyhole limpet
haemocyanin (#374817, Calbiochem) using gluteraldehyde (G-5882,
Sigma) for immunogens in standard protocols (Harlow and Lane, 1988).

Immunoblotting
The relative concentrations of the mRaf proteins were determined by
quantitative immunoblotting using the 9E10 monoclonal antibody and
developed with [125I]protein A (#IM 144, Amersham International) in
conjunction with a PhosphorImager (Molecular Dynamics). Equal
amounts of mRaf proteins were immunoprecipitated with 9E10 and
separated on SDS gels for blotting to Immobilon-P membranes
(#IPVH00010, Millipore) as described previously (Marais et al., 1995).
The membranes for probing with pS338 were blocked in 5% fat-free
milk powder (Marvel) in Tris-buffered saline (TBS)/Triton (20 mM
Tris–HCl, 150 mM NaCl, 0.1% Triton X-100; overnight, 4°C) and
incubated with pS338 (2 µg/ml, 2 h, room temperature). They were then
incubated with rabbit !-rat antibodies (R-9255, Sigma) and either
developed with !-rabbit-HRP and ECL (RPN 2106, Amersham Interna-
tional) or with [125I]protein A for quantitation on a PhosphorImager.
The membranes for probing with pY341 were blocked in 1% bovine
serum albumin (A-7638, Sigma) in TBS/Triton (overnight, 4°C), incub-
ated with serum pY341 (diluted 1:500, 2 h, room temperature) and
developed with donkey !-rabbit-HRP (#711-035-152, Stratech Scientific)
and ECL. For re-probing with the 9E10 monoclonal antibody, the
membranes which had been developed by ECL were incubated in strip
buffer (2% w/v SDS, 62.5 mM Tris–HCl, 100 mM 2-mercaptoethanol
pH 6.8) at 55°C for 1 h, washed briefly in TBS/Triton and re-incubated
in 5% fat-free milk powder and developed with 9E10.
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Language and execution

let rec fact(n) = 
    if n = 0 then 1
    else n*fact(n-1)

.L102: 
    movq    caml_afl_area_ptr@GOTPCREL(%rip), %rbx 
    movq    (%rbx), %rdi 
    movq    caml_afl_prev_loc@GOTPCREL(%rip), %rsi 
    movq    (%rsi), %rdx 
    xorq    $14493, %rdx 
    movzbq  (%rdi,%rdx), %rcx 
    incq    %rcx 
    movb    %cl, (%rdi,%rdx) 
    movq    $7246, (%rsi) 
    cmpq    $3, %rax 
    jg  .L101 
    movq    (%rbx), %rax 
    movq    (%rsi), %rbx 
    xorq    $26649, %rbx 
    movzbq  (%rax,%rbx), %rdi 
    incq    %rdi 
    movb    %dil, (%rax,%rbx) 
    movq    $13324, (%rsi) 
    movq    $3, %rax 
    addq    $8, %rsp 
    .cfi_adjust_cfa_offset -8 
    ret 
    .cfi_adjust_cfa_offset 8 
    .align  4 

𝚏𝚊𝚌𝚝 : Nat → Nat

(Executable) Knowledge Executable (Knowledge)



The cell as a graph

turn these bio-devices enable biologists to set up more experiments and accumulate
more data. This life cycle between technological innovation and data accumulation is
encouraged by high impact journals in biology, which tend to give more credit to tech-
nological breakthroughs than (disputable) progress in understanding the ways of the
cell.

1.2. Reductionism and Systems biology
“Big mechanisms are large, explanatory models of complicated systems in which
interactions have important causal effects. The collection of big data is increas-
ingly automated, but the creation of big mechanisms remains a human endeavor
made increasingly difficult by the fragmentation and distribution of knowledge.
To the extent that the construction of big mechanisms can be automated, it could
change how science is done”. Paul Cohen, DARPA 2014.

The above citation is excerpt from a presentation of DARPA’s “Big Mechanism” project
that was launched in 2014 aimed at the production of mechanistic models of the cell,
grounded on big data [You 2015]. This $45M project was based on a reductionist ap-
proach to better understand cell regulation. The plan was to collate protein-protein
interaction data from biological papers using automated deep reading techniques, and
integrate the extracted nuggets of biological information into large executable models.
What are these “facts”, the collection of which is big data, and that attracts so much
attention from the molecular biologists? For a large part, they are protein-protein and
protein-DNA/RNA interactions. For the reader of this column, proteins can be viewed
as agents with internal states, able to bind to each other and induce state change in so
doing (see Figure 2).
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Fig. 2. Two proteins A and B able to assemble into a protein complex (a heterodimer in biological terms).
Yellow triangles denote kinase domains (a domain is a sub-part of a protein) able to catalyze phosphoryla-
tion, the attachment of a phosphoryl group to an amino acid residue such as serine (Ser). A protein bearing
a kinase domain is called a (protein) kinase, so both A and B are kinases. We say that B is active, meaning
that its kinase domain is accessible to its environment; A is inactive in both the left and middle state. The
phosphorylation of A by B “activates” A: its kinase domain becomes accessible after a conformation change
of the protein enabled by phosphorylation. Another consequence of the conformation change is that B is no
longer able to bind to A, although B is still active and may phosphorylate other proteins.

Importantly the stability or mere feasibility of a protein complex is conditioned by
the structural conformation of its constituents, which in turn may depend on their
internal states. For instance the protein Cellular tumor antigen p53 (p53 for short)
has 23 amino-acid residues that can undergo chemical modifications, called post-
transcriptional modifications (PTMs). This entails that p53 has about 223 possible in-
ternal states (some of its residues have actually several possible modifications). In the
example of Figure 2, protein A has two internal states defined by its serine residue
being phosphorylated or not. Protein A also has two structural conformations, inactive
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Kappa by example

be executed using KaSim [Boutillier et al. 2017b], the stochastic simulator of Kappa
graph rewriting7.

In a nutshell, the stochastic rewriting procedure follows the Gillespie algorithm
[Gillespie 1976] adapted to rule-based modeling [Danos et al. 2007]. Consider a state
G, the Kappa graph that is to be rewritten, and a finite set of Kappa rules R. The
algorithm describes (i) the probability that r 2 R is used to rewrite G, and (ii) the
probability that one should wait less than a certain �t (in arbitrary time units) in or-
der to see a rewrite taking place. More precisely, the algorithm proceeds as follows:
(1) For all r 2 R, compute [r;G], the number of matches (injective homomorphisms) of

the left hand side of r in G and define the activity at G as �G =def
P

r2R([r;G]⇤kr,G),
where kr,G 2 R+ is the kinetic rate of rule r at state G.

(2) Select rule r with probability pr,G =def
[r;G]⇤kr,G

�G
and rewrite the graph G by select-

ing a match of r with probability 1
[r;G] (uniform probability).

(3) Draw time advance �t, a random variable whose probability density function is
�Ge

��Gt (the exponential distribution with parameter �G).
Note that after each rewrite G ! G

0 has taken place, one needs to recompute [r;G0] for
all rules of the model. To do so, one needs to compute the update vector ~u 2 Zk where k

is the number of rules in R and ui, the ith coordinate of ~u, is the number of matches of
rule i that have appeared or disappeared as a consequence of the rewrite. The update
vector can be computed incrementally, using an update data structure, called extension
base, which is computed statically from the rule set [Boutillier et al. 2017a].

3. MODELS AS PROGRAMS, BIOLOGICAL FUNCTIONS AS COMPUTATIONS
3.1. Rule collation
We wish to illustrate now the activity of a hypothetical modeler, whose goal is to trans-
late biological facts “into” the Kappa language. If we were this modeler, we would be
reading biological literature, collating important assertions, in order to translate them
into Kappa. For instance:

“Kinase B is a highly efficient enzyme that phosphorylates A” (1)

“Kinase A phosphorylates C” (2)

“A has a closed and an open form” (3)

“Kinase B activates A” (4)

These examples of biological snippets of information are typical of what can be found
in a molecular biology paper. We can represent assertion (1) using the following rules
(we omit the domain of definition):

1 1 1 1 1 1 1 1
2 22 2

A B A B

U U

A B

U

A B

phos

‘A binds B’

‘A unbinds B’

‘B phos A’

We are making an important assumption here: we implement B’s “efficiency” by re-
quiring A to be unphosphorylated in order for B to bind to it (the scheme is similar

7The simulator is accessible via the browser at www.kappalanguage.org
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be executed using KaSim [Boutillier et al. 2017b], the stochastic simulator of Kappa
graph rewriting7.

In a nutshell, the stochastic rewriting procedure follows the Gillespie algorithm
[Gillespie 1976] adapted to rule-based modeling [Danos et al. 2007]. Consider a state
G, the Kappa graph that is to be rewritten, and a finite set of Kappa rules R. The
algorithm describes (i) the probability that r 2 R is used to rewrite G, and (ii) the
probability that one should wait less than a certain �t (in arbitrary time units) in or-
der to see a rewrite taking place. More precisely, the algorithm proceeds as follows:
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where kr,G 2 R+ is the kinetic rate of rule r at state G.

(2) Select rule r with probability pr,G =def
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vector can be computed incrementally, using an update data structure, called extension
base, which is computed statically from the rule set [Boutillier et al. 2017a].

3. MODELS AS PROGRAMS, BIOLOGICAL FUNCTIONS AS COMPUTATIONS
3.1. Rule collation
We wish to illustrate now the activity of a hypothetical modeler, whose goal is to trans-
late biological facts “into” the Kappa language. If we were this modeler, we would be
reading biological literature, collating important assertions, in order to translate them
into Kappa. For instance:

“Kinase B is a highly efficient enzyme that phosphorylates A” (1)

“Kinase A phosphorylates C” (2)

“A has a closed and an open form” (3)

“Kinase B activates A” (4)

These examples of biological snippets of information are typical of what can be found
in a molecular biology paper. We can represent assertion (1) using the following rules
(we omit the domain of definition):
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Agent

Label

Port/Site
Free

%agent: A(x1, x2{u phos})

%agent: B(y1)

’A.B’ A(x1[.],x2{u}),B(y1[.]) <-> A(x1[1],x2{u}),B(y1[1])@‘k_AB’/‘V’, ‘k_A..B’

’B phos A’ A(x1[1],x2{u}),B(y1[1]) -> A(x1[.],x2{phos}),B(y1[.]) @ ‘k_phos’
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to the sequence of interactions depicted in Figure 2). Since we don’t have the same
information for assertion (2) we simply use the rules:

4 1 4 1
A C A C

‘A binds C’

‘A unbinds C’ 4 1 4 1
2 2

A C

U

A C

phos

‘A phos C’

Assertion (3) mentions two structural configurations for protein A that we represent
with labels:

3
A close

3
A open

‘open’

‘close’

Note that it would be possible to represent the open and closed conformations this way:

A A
‘open’

‘close’

3

5

3

5

which would be closer to the structural biology of A. However this self-binding of A has
no consequence on the rest of the interactions (it does not hide other binding sites),
so we stick to the first encoding which is equally expressive: if an interaction should
depend on the open conformation of A it suffices to test whether site 3 is bound to an
open agent (or in the alternative, to test whether sites 3 and 5 are free).

The assertion (4) is further down the functional axis of Figure 6, compared to the
previous ones. It can be rephrased as “The more Kinases B are there, the faster A

phosphorylates its substrates”. As we argued, showing that a biological fact can be
explained by the rules of the model is the task of semantics. The simplest form of
verification of these assertions is to mimic what a biologist would do in such case: set
up an experiment. We can use a simulation to test the speed of A’s activity with little
B to start with, and check the consequence of adding more B to the activity of A.

To do so, we enter the model into KaSim, the Kappa simulator. We refer the reader
to Ref. [Boutillier et al. 2017b] for the actual syntax of the KaSim and we simply
reproduce the code below, that essentially contains the rules described above, plus
some initial conditions and observables: the ratio of closed A and phosphorylated A,
over the total number of A and the ratio of phosphorylated C over the total number of
C.

##Agent Declarations

%agent: A(x1!x1.B,x2~u~phos,x3~close~open,x4!x1.C)

%agent: B(x1!x1.A)

%agent: C(x1!x4.A,x2~u~phos)

##Rules

’A binds B’ A(x1,x2~u),B(x1) <-> A(x1!1,x2~u),B(x1!1) @ ’kon’,’koff’

’B phos A’ A(x1!1,x2~u),B(x1!1) -> A(x1,x2~phos),B(x1) @ ’kphos’

’A binds C’ A(x4),C(x1) <-> A(x4!1),C(x1!1) @ ’kon’,’koff’

’A phos C’ A(x4!1),C(x1!1,x2~u) -> A(x4),C(x1,x2~phos) @ ’kphos’

’open A’ A(x3~close) <-> A(x3~open) @ ’kopen’,’kclose’
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%agent: A(x1,x2{u phos},x4)

%agent: C(z1,z2{u phos})

’A binds C’ A(x4[.]),C(z1[.]) <-> A(x4[1]),C(z1[1]) @ ‘k_AC’/‘V’, ‘k_A..C’

’A phos C’ C(z1[x4.A],z2{u}) -> C(z1[x4.A],z2{phos}) @ ‘k_phos’
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phosphorylates its substrates”. As we argued, showing that a biological fact can be
explained by the rules of the model is the task of semantics. The simplest form of
verification of these assertions is to mimic what a biologist would do in such case: set
up an experiment. We can use a simulation to test the speed of A’s activity with little
B to start with, and check the consequence of adding more B to the activity of A.

To do so, we enter the model into KaSim, the Kappa simulator. We refer the reader
to Ref. [Boutillier et al. 2017b] for the actual syntax of the KaSim and we simply
reproduce the code below, that essentially contains the rules described above, plus
some initial conditions and observables: the ratio of closed A and phosphorylated A,
over the total number of A and the ratio of phosphorylated C over the total number of
C.

##Agent Declarations

%agent: A(x1!x1.B,x2~u~phos,x3~close~open,x4!x1.C)

%agent: B(x1!x1.A)

%agent: C(x1!x4.A,x2~u~phos)

##Rules

’A binds B’ A(x1,x2~u),B(x1) <-> A(x1!1,x2~u),B(x1!1) @ ’kon’,’koff’
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’A phos C’ A(x4!1),C(x1!1,x2~u) -> A(x4),C(x1,x2~phos) @ ’kphos’
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be executed using KaSim [Boutillier et al. 2017b], the stochastic simulator of Kappa
graph rewriting7.

In a nutshell, the stochastic rewriting procedure follows the Gillespie algorithm
[Gillespie 1976] adapted to rule-based modeling [Danos et al. 2007]. Consider a state
G, the Kappa graph that is to be rewritten, and a finite set of Kappa rules R. The
algorithm describes (i) the probability that r 2 R is used to rewrite G, and (ii) the
probability that one should wait less than a certain �t (in arbitrary time units) in or-
der to see a rewrite taking place. More precisely, the algorithm proceeds as follows:
(1) For all r 2 R, compute [r;G], the number of matches (injective homomorphisms) of

the left hand side of r in G and define the activity at G as �G =def
P

r2R([r;G]⇤kr,G),
where kr,G 2 R+ is the kinetic rate of rule r at state G.

(2) Select rule r with probability pr,G =def
[r;G]⇤kr,G

�G
and rewrite the graph G by select-

ing a match of r with probability 1
[r;G] (uniform probability).

(3) Draw time advance �t, a random variable whose probability density function is
�Ge

��Gt (the exponential distribution with parameter �G).
Note that after each rewrite G ! G

0 has taken place, one needs to recompute [r;G0] for
all rules of the model. To do so, one needs to compute the update vector ~u 2 Zk where k

is the number of rules in R and ui, the ith coordinate of ~u, is the number of matches of
rule i that have appeared or disappeared as a consequence of the rewrite. The update
vector can be computed incrementally, using an update data structure, called extension
base, which is computed statically from the rule set [Boutillier et al. 2017a].

3. MODELS AS PROGRAMS, BIOLOGICAL FUNCTIONS AS COMPUTATIONS
3.1. Rule collation
We wish to illustrate now the activity of a hypothetical modeler, whose goal is to trans-
late biological facts “into” the Kappa language. If we were this modeler, we would be
reading biological literature, collating important assertions, in order to translate them
into Kappa. For instance:

“Kinase B is a highly efficient enzyme that phosphorylates A” (1)

“Kinase A phosphorylates C” (2)

“A has a closed and an open form” (3)

“Kinase B activates A” (4)

These examples of biological snippets of information are typical of what can be found
in a molecular biology paper. We can represent assertion (1) using the following rules
(we omit the domain of definition):
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‘A binds B’
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We are making an important assumption here: we implement B’s “efficiency” by re-
quiring A to be unphosphorylated in order for B to bind to it (the scheme is similar
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%agent: A(x1,x2{u phos},x3{close open},x4)

’A folds’ A(x3{open}) <-> A(x3{close}) @ ‘k_open’, ‘k_close’



Part III 
Stochastic Graph 

rewriting



Graph and morphisms
• (Labelled) nodes and edges 

• Label preserving        

• Edge preserving        

• (Mono) are injective on nodes and edges

λ(u) = λf(u)

u⌢ev ⟹ f(u)⌢f(e) f(v)

f(u) = f(v) ⟹ u = v



Basic building blocks

• Pushouts 

• Pullbacks 

• Pushout complements 

• Final pullback complements…
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Exo : epi-mono 
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Universal properties are the analog of the specification of an algorithm 
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P.O.C may not exist, but are unique (up-to iso) in adhesive categories (like graphs)
(See Lack and Sobocinski, Adhesive categories)
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The abstract map
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Fig. 1. Abstract Base Excision Repair pathway.

2 Base Excision Repair

Figure 1 gives a possible unfolding of the abstract Base Excision Repair (BER)
pathway: Various types of damage (A) may modify a nucleotide (oxydation,
deamination) and induce a mismatch in DNA (B.1) or a single strand break
(C.1). Enzymes from the family of DNA Glycosylase may recognize mismatches
and excise the modified base, creating an Apurinic (AP) site (B.2). Enzymes
with AP endonuclease capacity may open DNA at the lesion locus, generating a
single strand break. End cleaning enzymes may prepare the 3’ and 5’ moieties for
the polymerase step (C.2). Eventually DNA ligases can seal the DNA backbone
(D) to retrieve a well-formed DNA duplex.

This scenario corresponds to only one possible unfolding of BER and the story
could diverge at various points: for instance a direct single strand break may
induce the loss of more than one nucleotide. Also when the end cleaning enzymes
fail to prepare a proper substrate, some polymerases may synthesize more than
one new nucleotide and trigger an alternative long patch repair pathway.

Furthermore this map is abstract as several enzymes may engage in the var-
ious catalytic steps that are described. For instance the transition from (B.1)
to (B.2) or directly (C.1) is realized by di↵erent glycosylases, the identity of
which depends on the type of nucleotide modification that has occurred. Ten
glycosylases have been found so far in higher eukaryotic cells, we modeled the
activity of 4 of them and used UDG (for uracil excision in U/G mismatches) as

? This work has been partially supported by the French National Research Agency
(ANR), project ICEBERG

3 In 2000 about 500,000 papers were published in Biology and Medicine. In 2012 this
number had escalated to 1,000,000 (source Pubmed.org).

4 There are 520 review papers mentioning Base Excision Repair in the title or abstract
(source Pubmed.org)
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default enzyme in our simulations. We give a more concrete description of the
BER enzymes in Figure 2.
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Fig. 2. A more concrete view of BER.

Together, Figure 1 and Figure 2 give an almost complete view of BER and
ODEs based models have been proposed to formalize this part (the first of which
is Ref. [7]). However they only reveal the catalytic steps that transform DNA,
and do not take into account important proteins that have no direct enzymatic
activity but are important to coordinate the repair process. More importantly,
BER enzymes do not behave as typical enzymes that often have little a�nity
for their products. We will see that most enzymes of Fig. 2 have a non negligible
a�nity for various DNA intermediates, and this feature is probably critical for
channeling DNA products to the next enzyme in the pathway, through protein-
protein or protein-DNA interactions [8].

This last description step is key to our modeling project, since (1) this is
the step which is di�cult to model as it entails a combinatorial explosion in the
number of variables of the model, and (2) these complex interactions can give us
insight into the coordination of the repair pathway i.e passing the baton between
the di↵erent enzymes of Fig. 2.

Coordination is not so much an issue of e�ciency, since high enzymatic
turnover would probably yield a faster global repair rate. Figure 1 shows that
the intermediate substrates (B.2), (C.1), (C.2) and (D) of the repair pathway
are cytotoxic. In a nutshell, AP sites (a missing base) and gapped and nicked
DNA induce genomic instability and BER has probably evolved so as to prevent
these substrates from being accessible to enzymes that may trigger apoptosis if
such damage is detected (such as Topoisomerases).

The main protein that is believed to act as a coordinator of BER is the X-Ray
Cross Complementing protein 1 (XRCC1). Although it has no known catalytic
activity, this enzyme can bind to all BER enzymes that are downstream of the
glycosylase. It is noteworthy that the enzymes that interact with XRCC1 are
also those operating on the cytotoxic substrates. It is therefore assumed that
XRCC1 acts as a sca↵olding protein that coordinates BER, as well as a patch
over the lesion to protect it from the environment.

A more concrete view...
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Fig. 3. The contact map of the BER model. Lines ending with a red circle indicate a
catalytic activity on the corresponding substrate. The red letters map to the steps of
Fig. 2.

We give Figure 3, the protein-protein and protein-DNA contact map that
we inferred from the literature. The strength of the interaction is depicted here
through various line widths and the dissociation constant (Kd) is shown. Dotted
lines represent known interactions the Kd of which could not be found. This
map makes apparent that several proteins compete for the same family of sub-
strates. For instance APE1 and POL� tend to bind to gapped DNA. Since DNA
substrates are complex polymers one cannot assume that binding to a partic-
ular DNA substrate is exclusive of any other binding. Notably, it is assumed
that XRCC1 can stay connected to gapped DNA throughout the whole repair
process.

3 Methods

Data. We have assembled qualitative (mechanisms of action) and quantitative
(concentration, dissociation constant, catalytic rates) data from 59 papers per-
taining to BER or to its participants5. For lack of space we do not include the
complete references in the present paper but they are included in the model
repository as an annotated bibtex file.

5 We thank Dr. S. Mitra (Houston Methodist Hospital), Dr. D. M. Wilson III (National
Institute on Ageing), Dr. S. H. Wilson (NIEHS, NIH) and Dr. K. Caldecott (Univ.
Sussex), for direct discussions which directed us to relevant publications.
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Table 5. Protein-DNA and protein-XRCC1 interactions. (†) Private conversation with
Dr. S. H. Wilson (NIH).

Protein DNA duplex Mismatch AP site Gaped DNA Nicked DNA XRCC1
XRCC1 [1] ? [2] [1] [1] [1]
APE1 [3], [4], [5] [5] (†) [6]

UDG [7] [7] [7]
TDG [8] [8] [8]
PNKP [9] [10]
POL� [11] (†) [12]
LIG3 [13] ? [14]

Table 6. Catalytic rates used in the model. The notation [15] (from Ref X) indicates
that the number comes from reference X of paper [15].

Protein kchem (s�1) kcat (s�1) Reference
APE1 (3’ PUA cleaning) 0.05 [15] (from Ref. 60)
APE1 (Endonuclease) 1000 3 [15], [16]
PNKP 0.14 [17]
LIG3 (Ligase) 0.04 [15] (from Refs. 56 and 63)
POL� (3’ dRP cleaning) 0.075 [15] (from Ref. 62)
POL� (gap filling) 10 0.45 [11], [15] (from Refs. 29 and 61)
TDG 0.03 [8]
UDG 15 [18]

Default rates. When no quantitative data is known, we used “realistic” default
rates that are randomized at each simulation from the intervals presented in the
table below:

process interval rate
general bi-molecular binding [107 � 109] M�1s�1

general uni-molecular binding [10 � 104] s�1

general unbinding [10�3 � 10�1] s�1

A.3 Simulation e�ciency

The e�ciency of an in silico experiment with respect to a wet lab experiment
is usually measured in terms of time and money consumption. It is interesting
to check, for a given model, how long it takes (in CPU seconds) to simulate
one (biological world) second of the real system. Fig. 13 shows the evolution
of the e�ciency of one simulation running with the parameters specified in the
Methods section.

A good measure of the e�ciency of a simulation at time t can be given by

e↵ (t)
def
= dCPUtime(t)

dt . As can be seen in Fig. 13, e↵ (t) has three distinguished
phases during which it becomes quasi-linear. The three phases correspond to
the pre-steady state (e↵ (t) ⇠ 15 CPU seconds for 1 bio second) and steady
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